
A Reversible M68HC11 Simulator and Its Empirical Computational Complexity

Charles A. Vermette, Jr.

CIS 4914 Senior Project

Advisor: Dr. Michael P. Frank (mpf@cise.ufl.edu)

Date of Talk: August 7, 2001

Abstract:

This project was done to empirically evaluate the space/time complexity of C. H. Bennett’s 1989 algorithm for reversibly simulating irreversible programs. Such an analysis is desirable because, although there has been mathematical discussion over this method of simulation, there has not been hard evidence gathered from a real irreversible machine being simulated on a real reversible machine. This project was to simulate a common real-world architecture, the Motorola M68HC11, using PISA code designed for a prototype Pendulum reversible microprocessor. The PISA program had to be simulated since the prototype chip contained a bug and because it would be easier to gather the space/time measurements from the simulated environment.

The project was not successfully completed. R language to PISA compiler malfunctions, as well as overruns in simulator design and implementation, cut off the time required for gathering the complexity information. The project was not a total loss, however. The simulator code was complete enough to run a test program, although the code can’t be compiled or debugged yet, using a simplified version of the simulation method. As the largest R program to date, it exposed problems in the compiler and also provided supporting arguments for developing new language constructs.

Introduction:

The field of reversible computing is under research because it may lead to more efficient means of computation. Current irreversible computational models ignore the fundamentally reversible nature of the physical world in favor of more abstract mathematical models of computation. This lack of concern with the underlying physical realities leads to a large increase in the rate of release of thermal entropy in these systems over the amount required by physics [5]. This entropy is expressed in heat [3, p. 48], which must be channeled away from the device to avoid damaging it. Reversible computers hold the promise of reducing the outward flow rate of entropy, resulting in more efficient machines and ultimately allowing computer technology to push towards the physical limits it is capable of [3, p. 143]. 

However, programming models with which most people are familiar are based on the irreversible computing systems currently in use. This means existing languages - such as C, C++, Pascal, etc. - have many irreversible notions embedded into them - like assignment statements, flow control “jumps”, and so on - that do not lend themselves directly to reversible models of computation [2]. It is therefore of interest to develop methods of simulating these irreversible programming constructs with reversible code, so that existing code bases and programmers can be used with the new reversible machines. In the end most code should be converted over to natively reversible algorithms, but simulation provides an interim solution. Also, there are some algorithms (such as iterating a one-way function) for which there are not yet reversible versions more efficient than reversibly simulating the irreversible versions [3, p.87].

One way to accomplish this feat is to have the action of the irreversible program embedded in a reversible program, which simulates the machine for which the irreversible program was compiled. This method was discovered by Y. LeCerf in 1963 and later revised by Bennett in 1973 [5] to refute Rolf Landauer’s claim that reversible computers could not be useful. Bennett showed that the output of a computation could be reversibly copied and the intermediate steps then reversed without undoing the output, disproving Landauer’s theory that reversible computers could not retain their results without also retaining their intermediate garbage data [1]. Bennett went on to create a more general version of this algorithm in 1989 which allows the user to set parameters that trade-off efficiency between the space and the time complexity of the simulation [2]. Since then there have been analytical discussions of Bennett’s algorithm and it’s implications [4; 5], but experimental confirmation of these analyses has been absent. This project was undertaken in an effort to empirically examine the behavior of Bennett89. In particular this project aimed to discover the scalar factors of the Bennett89 algorithm’s space/time complexity and examine the claim that the space bound may grow much faster than apparent because of an explosive constant factor that was not adequately accounted for in the original analysis [4].

Literature Search:

Literature search for information on reversible computation, the R language, and Bennett89 came mainly from personal meetings and correspondences with my advisor, Dr. Frank. For the M68HC11 C compiler I turned to an Internet search. This search found a port of the GNU C Compiler at http://home.worldnet.fr/~stcarrez/m68hc11-port.html (as of July 10, 2001). Compiler documentation came from the GNU info manuals for the GNU Compiler Collection, which the C compiler I used was a part of. M68HC11 documentation came from manuals published by Motorola to educate users about its products.

Solution:

To examine the performance of the Bennett89 algorithm, a simulator was written in the R language - which compiles to natively reversible PISA assembly code - to interpret the M68HC11 byte code output from a port of the GNU C compiler. Compiled C code was chosen because this project was to look at the algorithm’s behavior under real-world conditions, and hand-coding assembly for anything but the most trivial programs would have consumed too much time given the period allotted to this project. The existing test program is actually fairly simple, but this is because the more complicated test programs were cut. The floating-point math they used simply required too many op codes to be implemented in the time frame of the project. While integer programs like the existing test – a Floyd-Warshall all-pairs-shortest-path program – use less than 100 distinct op codes (the existing test uses 65) the floating-point programs use around 175.

Memory in the Pendulum machine was divided up into several regions for use by the simulator. At the top of memory was the simulator’s code and variables. These variables included the ones used to maintain the simulated HC11’s state as well as those – such as the garbage stack pointer – used to control the simulation. Below that, based at word 220 in the current implementation, was the garbage stack (described below). Finally at the bottom of memory was the system stack, which serves much the same purpose as the system stack in a normal microprocessor. The system and garbage stacks grew towards one another; the system stack decremented it’s pointer while the garbage stack incremented. Although checkpoints were not implemented in the current version, space for them would have lay in between the simulator code and the base of the garbage stack. See Figure 1 for a visual depiction of the memory structure of the Pendulum.
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Figure 1: Memory Layout of Simulator in Pendulum Processor

Bennett89 uses the garbage stack to store information that would have been overwritten in the original irreversible program. Whenever bits must be changed to a value that does not directly follow from their previous state – such as pushing a register onto the program stack, overwriting the previous memory there – those bits must be placed into the garbage stack to be restored later. It is also possible to emit those bits from the processor if there is no more room in the reversible computer to store garbage. However, a reversible computer operating in this state is acting as an irreversible computer and gains no reversible advantage for so long as it continues to emit garbage information. The simulator built for this project has no provisions to emit garbage. If space on the garbage stack runs out, the program will begin to behave unpredictably as garbage overruns the system stack. The program will still be reversible, however, so once the error is detected the processor can be backed up to the point at which the stack was overrun to help debug. The stack used was made reversible by swapping the stack memory with the incoming garbage word and then incrementing the stack pointer. Both these operations are easily reversible and produce no garbage of their own. The simulator started with a garbage word and stack memory in a known (zeroed) state, so garbage was stored by simply exclusive-oring it into the garbage word. While garbage information is generally dependent on the op code being simulated all op codes use the lowest eight bits of their garbage word to store their op code unfetching information. Usually this was only a 3-bit op code length field, but there were certain flags for op codes that needed special treatment (see Figure 2). These flags included bit 7 for successful branch instructions, bit 6 for jump instructions (including return instructions like RTS), and bit 5 as a reminder when the op code being executed did not lie on the first page of the op code map (see the simulation step section for more information about page x operations).
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Figure 2: Structure of Garbage Stack Word

The simulation system using this garbage stack was designed with three basic layers (see Figure 3). The lowest level was the simulation routines for each M68HC11 operation code. This level was designed so that each low-level routine simply manipulated - in a reversible fashion - the variables and arrays that represented the simulated HC11 microcontroller. Their only interaction with the higher layers was to leave enough information on the garbage stack to indicate the value of the program counter before the operation executed since this information was needed to uncompute temporary values used in the higher layers. Most op codes only used a single 32-bit word to store their garbage. If more space was needed, the op code layer did have access to the garbage stack pointer and could reserve extra space for itself. So long as the last word of garbage produced contained the unfetching information, it was irrelevant to the higher levels how much space the op code layer used. There was additionally a thin layer of abstraction between the op code routines and the memory arrays. Op code routines accessed HC11 memory only through read and write subroutines. This reduced code overhead as well as centralized the memory map. Since no simulation routines directly accessed the memory arrays it was easy to define and change access policies and locations of memory banks. The most recent versions of the simulator and test program had a memory map with 2kB of RAM from 0x0000 to 0x03ff and 32kB ROM from 0x8000 to 0xffff.

[image: image3.png]simulation segment.

simulation step

op code sirmlation

highest

lowest




Figure 2: Layers of Abstraction in Simulator

The next level up was the simulation step level. This layer was responsible for fetching the op code, decoding it, calling the appropriate op code routine, and unfetching (uncomputing) the op code. The fetching of the op code was done with a memory read using the same utility function used by the simulation layer. The HC11 has several “pages” of operations since it has more op codes than will fit into a single 8-bit HC11 word [6, p.6]. The simulation step level handles the three “page switch” op codes without dispatching them to the op code layer. When a page switch is encountered, the next byte is fetched and the result is decoded differently than if there had been no switch operator. Once the op code simulation level has finished, the simulation step layer uncomputes the information it used to dispatch the operation, and returns control to the simulation segment layer.

The simulation segment layer is the highest level of the simulation program. It is responsible for controlling the computation and uncomputation of program checkpoints. The Bennett89 algorithm trades off time for space by creating “checkpoints” or snapshots of the simulated machine’s state at certain points in its execution. Once these checkpoints are made, the garbage information from the previous segment may be uncomputed and the memory it used on the garbage stack returned to the system without the need to emit information. When a checkpoint is no longer needed, it too can be uncomputed to recover its memory so long as the checkpoint before it also exists. Because checkpoints can be recomputed by running computation forward long enough from any state previous to it, the number of checkpoints that need to be in memory at any time is very low compared to the number of segments in the total computation. The only checkpoints that are never erased are the simulated machine’s original state and its final state after program termination. By varying the number of checkpoints allowed in memory at any one time and the number of simulation steps between checkpoints, the user may alter the space and time complexity of the simulation. Unfortunately, the simulation segment layer of the simulator had very little work done on it. All allotted time was spent on the op code and simulation step layers. The segment layer in the current simulator is only capable of running the primitive algorithm described by LeCerf. If checkpoint creation were functional it would be able to run Bennett73, which uses only the input and output checkpoints. From there, with a relatively simple recursive call, Bennett73 becomes Bennett89 with customizable checkpoints.

In addition to the main simulator, several programs were written (in C++) to facilitate development of the simulator and to automate the embedding of the HC11 program into the simulator. These programs were:

· opcount - an op code counter that reported the total number and values of HC11 op codes found in a binary dump of a compiled program’s text segment.

· bin2ra – a program that converted a binary file (a text or data segment dump) into a fragment of R code for an array containing each byte of the dump as an element.

Results:

Since the simulation segment layer was unfinished and the compiler was experiencing malfunctions, the intended purpose of the project could not be fulfilled. However, the failure of the compiler was a result in itself as R is currently the only language that can compile to PISA assembly. Additionally, as the program was worked on, it helped to expose language constructs that needed to be added to R. In particular, logical “and” and “or” operators (&& and ||) and an if statement that allowed separate conditions for entering and exiting the body. The if-fi statement is desirable because the if statement requires its conditional to be invariant. This leads to overly verbose code to accomplish simple things, when a separate exiting conditional would make the meaning much clearer. Although the simulator was in a (probably) working state without these features, the obfuscation of the code created by working around them will interfere with debugging and maintenance. See Appendix A for a comparison of code between the existing “if” construct and the proposed “if-fi”.

Conclusion:

A mostly complete program was developed for this project. Although incomplete and unable to compile, it showed that – syntactically at least – the R language is capable of creating large programs for general use. The largest previous test program was a quantum physical simulation that was much smaller and focused mainly on mathematics. The program was designed to be modular so future work can be inserted easily into the existing simulation framework. Future work on the simulator begins with the completion of the simulation segment layer so complexity data may be gathered for Bennett89. Later improvements to the simulator might include reducing waste in the garbage stack. Currently, all HC11 instructions create a 32-bit garbage word – except the JSR (jump to subroutine), which uses two. Many op codes need less than half of that. I did not believe that this waste would significantly influence the results, but it would be interesting to see how different the results look with an optimized garbage stack. The project could also be adapted into a full-fledged HC11 emulator. This could be done by implementing the rest of the op codes and simulating parts of the microcontroller ignored in this project – like the hardware configuration registers and interrupt system. Such a program would be useful to students learning microcontroller programming since it would allow them to back up after a mistake to aid in debugging.
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Appendix:

A: Comparison of “if” vs. “if-fi”:
One common task that came up in the course of the simulator was keeping the register values of the M68HC11 within their proper bounds. While the HC11 registers were 16-bit values, they were represented in a 32-bit environment. So, for instance, incrementing the X index register could result in a value greater than 0xffff. In cases like increments and decrements it is easy to adjust the values without creating garbage information but the invariant nature of the “if” guard expression in R makes the code for such an operation inelegant. Figure A1 shows code listings for the example operation – increment wrapped to a 16-bit space – with both the “if” and a proposed “if-fi” construct.

	If

(x += 1)

(let (temp <- 0)

  (if (x > 0xffff) (temp += 1))

  (if (temp) (x -= 0x10000))

  (if (x = 0) (temp -= 1))

)
	If-Fi

(x += 1)

(if-fi (x > 0xffff)

  ((x -= 0x10000))

(x = 0))


Figure A1: “If” vs. “If-Fi”

As shown above, the “if-fi” construct relaxes somewhat the requirement of invariance on the guard expression. So long as the information reflected in the primary guard does not change, but is only transformed to the form reflected in the secondary guard the construct can execute without needing to reserve the temporary space required by the “if” construct. The “if-fi” construct hides the artifice of the temporary variable from the user allowing them to concisely express the entry and exit conditions for the conditional code block.
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